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3. Materials and methods

This section describes the data sources, preprocessing procedures, problem formulation, and
the proposed deep learning framework developed for risk-oriented early warning of dam instability.
The methodological design is guided by the intrinsic characteristics of real-world hydrometeorological
monitoring data, which are typically multivariate, sequential, nonstationary, and highly imbalanced.
Rather than targeting deterministic failure prediction, the proposed framework aims to identify failure-
prone operational regimes by learning probabilistic risk patterns that precede potential dam instability.

The overall workflow integrates data-driven feature construction, imbalance-aware learning
strategies, and spatio-temporal deep representation learning to support proactive decision-making in
dam safety monitoring.

The proposed approach consists of four main stages:

• construction of multivariate hydrometeorological time-series representations,

• formulation of dam safety assessment as a risk exceedance detection task,

• development of a hybrid CNN–BiGRU architecture for spatio-temporal representation learning,
and

• performance evaluation using imbalance-sensitive metrics tailored to early warning applications.

3.1. Study area and dataset description

This study focuses on the Sardoba Reservoir, a large earth-fill embankment dam located in
the Syrdarya region of eastern Uzbekistan (Fig. 2). The reservoir was designed to support irrigation,
water regulation, and agricultural development in a region characterized by arid to semi-arid climatic
conditions.

Figure 2. Geographical location of the Sardoba reservoir and the study area within Uzbekistan

The catastrophic failure of the Sardoba dam in May 2020 revealed substantial limitations
in existing monitoring and early warning practices, emphasizing the need for robust data-driven
approaches capable of identifying early-stage instability signals under complex hydrometeorological
forcing.

The study area is subject to pronounced seasonal variability, driven primarily by spring snowmelt,
episodic precipitation events, and persistent wind activity. These factors strongly influence reservoir
water levels and contribute to nonlinear system responses over time. As a result, Sardoba represents
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a highly suitable and challenging case study for evaluating early warning models that must operate
under real-world, nonstationary conditions.

The dataset employed in this research consists of 29 304 multivariate time-series observations,
collected at a consistent temporal resolution from the reservoir monitoring system and associated
meteorological records. Each observation corresponds to a single time step and includes synchronized
measurements of reservoir water level and hydrometeorological variables. The primary target variable,
reservoir water level, reflects the integrated hydraulic and structural response of the dam to external
environmental drivers.

In addition to water level measurements, the dataset includes a diverse set of meteorological
and environmental features, such as precipitation intensity, wind speed, air temperature, humidity,
and derived atmospheric indicators. These variables represent key external stressors that may act
individually or synergistically to increase dam failure risk. To better capture the system’s dynamic
behavior, extensive feature engineering was performed, resulting in a total of 59 variables comprising
both raw measurements and derived descriptors.

Derived features include temporal water level changes over multiple horizons, rolling statistical
measures (e. g., moving averages and rolling standard deviations), volatility indicators, and lagged
variables that encode delayed responses of the reservoir system. Similar transformations were applied
to meteorological variables to represent short-term extremes and cumulative effects relevant to dam
safety assessment. This enriched feature space enables the representation of both abrupt anomalies and
gradual trends that may precede structural instability.

For deep learning–based modeling, the time-series data were organized into sequential input
windows, allowing the capture of temporal dependencies across multiple time steps. The resulting
dataset preserves the original chronological order and reflects realistic operational monitoring
conditions. Importantly, the class distribution is highly imbalanced: normal operating conditions
account for approximately 88 % (25 788 observations) of the dataset, while risk-related or failure-
prone states constitute approximately 12 % (3516 observations). This imbalance mirrors real-world
dam safety scenarios, where failure events are rare yet critically important.

Risk labels were assigned to distinguish between normal and high-risk states based on water
level behavior, temporal variability, and combined hydrometeorological stress indicators.

It should be emphasized that these labels do not correspond to actual recorded dam failures,
but rather represent proxy indicators of potential instability derived from extreme hydrometeorological
conditions, including exceedance of high-percentile water levels and increased short-term variability.

This proxy-based labeling strategy is widely adopted in early warning studies where direct
observations of failure events are scarce. The selected thresholds were further validated from
a hydrological perspective and are consistent with known mechanisms of dam instability, including
overtopping risk and rapid hydraulic loading.

Importantly, these labels are not interpreted as explicit failure occurrences, but rather as indicators
of elevated risk conditions derived from hydrometeorological precursors, consistent with the objectives
of early warning systems. Rather than focusing solely on post-failure data, the labeling strategy
emphasizes precursor patterns that may signal elevated failure risk, aligning with the objectives of
early warning systems.

The Sardoba dataset provides a realistic, high-resolution benchmark for early warning model
development under imbalanced and nonstationary conditions.

Its moderate size (29 304 time steps), rich multivariate structure, and strong temporal
dependencies make it particularly suitable for evaluating advanced deep learning architectures, such as
the proposed CNN–BiGRU framework, for dam failure risk prediction.
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3.2. Problem formulation

Let a dam monitoring system be represented by a multivariate hydrometeorological time series

Z = {z1, z2, . . . , zT }.

To capture temporal dependencies inherent in dam behavior, the raw time series is transformed
into overlapping sequential input windows. For a fixed sequence length L, each input sample is
defined as

Xt = [zt−L+1, zt−L+2, . . . , zt] ∈ RL×F .

Risk-oriented target definition

Instead of modeling deterministic failure events, which are rare and often poorly documented,
this study formulates dam safety assessment as a risk-oriented early warning problem. A binary
indicator yt ∈ 0, 1 is introduced solely to distinguish between normal operating regimes and failure-
prone or high-risk states:

yt =

⎧
⎪⎪⎨
⎪⎪⎩

1, if the system is in a risk-elevated operational regime,

0, if the system operates under normal conditions.

Importantly, the label yt = 1 does not imply that structural failure has occurred at time t. Rather,
it represents a state characterized by abnormal hydrometeorological forcing and water level dynamics
that may precede dam instability. This distinction is essential for early warning applications, where the
objective is to identify precursors of failure rather than post-event diagnosis.

Probabilistic risk estimation

Given an input sequence Xt, the goal of the learning task is to estimate a continuous-valued
risk score

rt = fθ(Xt), rt ∈ [0, 1].

The final binary decision used for evaluation and alert generation is obtained through
thresholding:

ŷt =

⎧
⎪⎪⎨
⎪⎪⎩

1, rt � τ,

0, rt < τ.

Learning objective under class imbalance

Due to the strong imbalance between normal and risk-related states, conventional loss functions
tend to bias the model toward the majority class. To mitigate this effect, the learning objective is
designed to emphasize correct identification of rare risk-elevated regimes. The model parameters θ are
optimized by minimizing an imbalance-aware loss function:

L(θ) =
1
N

N∑

t=1

�(yt, fθ(Xt)).

Problem summary

Under this formulation, dam safety monitoring is cast as a risk exceedance detection problem
rather than a deterministic failure prediction task. The proposed framework learns a probabilistic
representation of dam instability from multivariate hydrometeorological sequences and supports early
warning by identifying time periods during which the estimated risk score exceeds a predefined
threshold. This formulation is well aligned with real-world dam monitoring scenarios, where failure
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observations are scarce, system behavior is highly nonlinear, and timely identification of abnormal
operating regimes is of primary importance.

The dataset was divided into training, validation, and testing subsets using a chronological
split (70 % / 10 % / 20 %). This approach preserves the temporal structure of the data and prevents
information leakage from future observations into the training process, ensuring a realistic evaluation
of predictive performance.

3.3. Model architecture

This subsection presents the architecture of the proposed deep learning framework for early
warning of dam failure risk. The model is designed to learn hierarchical spatio-temporal representations
from multivariate hydrometeorological time-series data by combining convolutional feature extraction
with bidirectional recurrent sequence modeling. To ensure clarity, the architecture is introduced
progressively, starting from the convolutional component and then extending to the full CNN–BiGRU
framework (Fig. 3).

Figure 3. Architecture of the proposed CNN–BiGRU framework for dam failure risk early warning, illustrating
convolutional temporal feature extraction, bidirectional recurrent sequence modeling, and probabilistic risk
estimation

3.3.1. Convolutional neural network for local temporal feature extraction

Let
Xt ∈ RL×F .
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The convolutional neural network (CNN) component is employed to capture local temporal
patterns and short-range dependencies embedded within the multivariate time series. Unlike recurrent
units, convolutional filters operate on fixed-size temporal neighborhoods and are particularly effective
at detecting abrupt changes, gradients, and local anomalies that may precede dam instability.

One-dimensional convolution

For a given convolutional layer l, the output feature map H(l) is computed as

H(l) = σ
(

X(l−1) ∗W (l) + b(l)
)

,

where ∗ denotes the one-dimensional convolution operator along the temporal axis, W (l) ∈ Rk×Fl−1×Fl is
the convolutional kernel tensor, k is the kernel size, Fl−1 and Fl are the numbers of input and output
channels, respectively, b(l) is the bias term, σ(·) is a nonlinear activation function, implemented as the
Rectified Linear Unit (ReLU).

This operation transforms the raw input sequence into higher-level feature representations that
emphasize informative local temporal structures.

Normalization and pooling

To stabilize training and improve generalization, batch normalization is applied after each
convolutional operation:

H̃(l) = BN
(

H(l)
)

,

followed by max-pooling to reduce temporal resolution and suppress noise:

P(l) = MaxPool
(

H̃(l)
)

.

Dropout regularization is further employed to mitigate overfitting by randomly deactivating
a fraction of neurons during training.

Through stacked convolutional layers, the CNN component progressively extracts increasingly
abstract local temporal features, while preserving the overall temporal ordering of the sequence.
The resulting output can be interpreted as a compressed yet informative representation of short-term
hydrometeorological dynamics relevant to dam safety.

3.3.2. Bidirectional GRU for long-term temporal dependency modeling

While CNN layers are effective in capturing local temporal patterns, early warning of dam failure
risk also requires modeling long-range dependencies and delayed system responses. For this purpose,
the convolutional feature maps are passed to a Bidirectional Gated Recurrent Unit (BiGRU) network.

Let
Zt = [zt.1, zt.2, . . . , zt.T ].

GRU cell formulation

For each time step τ, a GRU unit updates its hidden state according to:

zτ = σ(Wzzτ−1 + Uzxτ),

rτ = σ(Wrzτ−1 + Ur xτ),

h̃τ = tanh(Wh(rτ � zτ−1) + Uhxτ),

hτ = (1 − zτ) � zτ−1 + zτ � h̃τ,

where zτ and rτ are the update and reset gates, hτ is the hidden state, σ(·) is the sigmoid function, and
� denotes element-wise multiplication.
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Bidirectional processing

To fully exploit temporal context, a bidirectional configuration is adopted. The forward GRU
processes the sequence in chronological order, while the backward GRU processes it in reverse order.
The combined hidden representation at time τ is given by

hBiGRU
τ = [

−→
h τ||
←−
h τ],

where | denotes vector concatenation.
This bidirectional mechanism enables the model to capture both past-to-present and future-to-

past dependencies within each sequence, which is particularly important for detecting gradual trends
and precursor patterns associated with dam instability.

3.3.3. Fully connected layers and risk probability output

The final hidden representation produced by the BiGRU layers is passed to a series of fully
connected layers to perform nonlinear feature fusion and risk estimation.

Let h∗t denote the final BiGRU output. The dense transformation is defined as

ut = ϕ(Wdh∗t + bd),

where ϕ(·) is a ReLU activation function. Regularization is applied through dropout and �1 − �2 weight
penalties to improve robustness under imbalanced conditions.

The final risk probability is obtained using a sigmoid activation:

p̂t = σ
(

w�o ut + bo

)

, p̂t ∈ [0, 1].

Here, p̂t represents the estimated probability that the system is in a high-risk state at time t.

3.3.4. Architectural rationale

The proposed CNN–BiGRU architecture integrates complementary modeling capabilities:

• CNN layers extract local temporal patterns and abrupt hydrometeorological changes,

• BiGRU layers model long-term temporal dependencies and delayed system responses,

• fully connected layers perform nonlinear risk aggregation.

This hierarchical design is particularly well suited for early warning applications, where failure
events are rare, system dynamics are nonlinear, and meaningful risk signals often emerge through
complex interactions across multiple temporal scales.

4. Results

This section presents and discusses the experimental results obtained using the proposed
CNN–BiGRU framework for early warning of dam failure risk at the Sardoba reservoir. The evaluation
focuses on the model’s ability to accurately identify rare high-risk states under strongly imbalanced
hydrometeorological conditions, which is a key requirement for operational early warning systems.

The performance of the proposed CNN–BiGRU model was evaluated using multiple
classification metrics to comprehensively assess its ability to identify high-risk dam failure conditions
under strongly imbalanced data. Figure 4 summarizes the main evaluation results, including accuracy,
precision, recall, F1-score, and ROC–AUC.
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Figure 4. Performance evaluation of the proposed CNN–BiGRU model on the Sardoba dataset in terms of
accuracy, precision, recall, F1-score, and ROC–AUC. The results demonstrate strong overall discrimination
capability, with high precision and ROC–AUC, indicating reliable early warning performance under imbalanced
conditions

The model achieved an overall accuracy of 0.9608, indicating that the majority of operational
states were correctly classified. While accuracy alone may be misleading for imbalanced datasets, this
high value confirms that the model maintains strong generalization performance without overfitting to
the dominant normal class.

Precision reached 0.9006, demonstrating that a large proportion of predicted high-risk events
correspond to true risk situations. This result is particularly important for dam safety applications,
where false alarms can lead to unnecessary operational interventions and reduced trust in early warning
systems. The high precision suggests that the proposed framework effectively suppresses spurious risk
predictions.

The recall value of 0.7574 indicates that approximately 75.7 % of actual high-risk conditions
were successfully detected by the model. Although recall is lower than precision, this trade-off reflects
a deliberate balance favoring reliability of alerts over excessive sensitivity. In practical early warning
scenarios, such a balance is often preferred to avoid frequent false positives while still capturing the
majority of critical events.

The combined F1-score of 0.8228 confirms the robustness of the model in handling class
imbalance by jointly optimizing precision and recall. This score indicates that the CNN–BiGRU
architecture achieves a stable compromise between missed detections and false alarms, which is
essential for real-world dam monitoring systems.

In addition, the model achieved a high ROC–AUC value of 0.9074, highlighting its strong
discriminative capability across different decision thresholds. This result demonstrates that the proposed
model can effectively separate normal operational conditions from high-risk states over a wide range of
probability cutoffs, making it suitable for adaptive alert threshold selection in operational environments.

These results confirm that the CNN–BiGRU model provides reliable and accurate early warning
performance for dam failure risk prediction, even under severe class imbalance. The combination of
convolutional feature extraction and bidirectional temporal learning enables the model to capture both
short-term fluctuations and long-term dependency patterns in hydrometeorological time-series data,
leading to improved predictive stability and interpretability.

4.1. Exploratory analysis of the dataset

Figure 5 presents an overview of the key statistical properties of the Sardoba dam monitoring
dataset, highlighting the challenges associated with early warning modeling under real-world
conditions.
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Figure 5. Exploratory analysis of the Sardoba dam dataset, including (a) target class distribution highlighting the
imbalance between normal and high-risk states, (b) statistical distribution of reservoir water levels, (c) distribution
of short-term water level variations, and (d) correlation heatmap of the top hydrometeorological features

Class distribution

The target distribution (Fig. 5, a) reveals a pronounced class imbalance. Normal operating
conditions constitute approximately 88 % of the observations, whereas high-risk (failure-related) states
account for only 12 %. This imbalance is representative of practical dam safety monitoring scenarios,
where failure events are rare but critically important. Such a distribution emphasizes the necessity of
robust classification strategies capable of detecting minority-class events without being biased toward
the dominant normal class.

Water level characteristics

The histogram of reservoir water levels (Fig. 5, b) shows a wide and asymmetric distribution,
spanning low to high operational ranges. Most observations are concentrated within mid-to-high water
levels, while extreme values occur less frequently. This behavior indicates nonstationarity and suggests
that the absolute water level alone is insufficient for reliable risk identification, particularly in early
warning contexts.

Short-term water level dynamics

Figure 5, c illustrates the distribution of short-term water level changes. The distribution is
centered near zero, reflecting stable conditions during most periods, but exhibits noticeable dispersion
and heavy tails. These tails correspond to abrupt water level variations, which are potentially associated
with rapid inflow events, operational changes, or structural stress. Such dynamics justify the inclusion
of derivative-based and volatility-related features in the proposed modeling framework.

Feature correlation structure

The correlation heatmap of the most influential features (Fig. 5, d) highlights strong
interdependencies among meteorological variables, particularly temperature-related attributes, while
hydrological responses exhibit moderate correlations with these external drivers. No single feature
dominates the correlation structure, indicating that dam behavior emerges from complex, multivariate
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interactions rather than isolated variables. This observation supports the adoption of deep learning
architectures capable of capturing nonlinear relationships across multiple input features.

Overall interpretation

Collectively, the results in Fig. 5 demonstrate that the Sardoba dataset is highly imbalanced,
dynamically complex, and characterized by correlated hydrometeorological variables. These properties
pose significant challenges for conventional modeling approaches but provide a strong motivation for
the proposed CNN–BiGRU framework, which is specifically designed to extract both local temporal
patterns and long-range dependencies essential for reliable early warning of dam failure risk.

4.2. Confusion matrix analysis

Figure 6 presents the confusion matrix of the proposed CNN–BiGRU model obtained at the
selected optimal decision threshold. The matrix provides a detailed insight into the classification
behavior of the model under highly imbalanced conditions, where normal operational states dominate
the dataset.

Figure 6. Confusion matrix illustrating classification performance of the CNN–BiGRU model for normal and
high-risk dam states

Out of all high-risk (failure-prone) instances, 2663 cases (9.1 %) were correctly identified as
risk events (true positives), while 853 cases (2.9 %) were misclassified as normal conditions (false
negatives). This indicates that the model successfully captures the majority of critical risk situations,
while a limited proportion of risk events remain undetected. In the context of early warning systems,
such missed detections represent conservative behavior rather than random failure, as the model
prioritizes reliable alerts.

For normal operating conditions, the model demonstrates strong specificity. A total of 25 494 in-
stances (87.0 %) were correctly classified as normal (true negatives), whereas only 294 cases (1.0 %)
were incorrectly flagged as high-risk (false positives). This low false-positive rate is particularly
important for dam safety monitoring, as excessive false alarms can undermine operational decision-
making and reduce confidence in automated warning systems.

The confusion matrix structure explains the observed performance metrics: the high number of
true negatives contributes to the overall accuracy of 0.961, while the low false-positive count results in
a high precision of 0.901. At the same time, the presence of false negatives accounts for the recall value
of 0.757, reflecting a controlled trade-off between sensitivity and reliability. The resulting F1-score

КОМПЬЮТЕРНЫЕ ИССЛЕДОВАНИЯ И МОДЕЛИРОВАНИЕ



Learning spatio-temporal precursors of dam instability using . . . 391

of 0.823 confirms that the CNN–BiGRU model achieves a balanced and stable performance under
realistic monitoring conditions.

The confusion matrix demonstrates that the proposed framework is well-suited for early warning
applications, where minimizing false alarms is critical, while still maintaining strong detection
capability for emerging dam failure risks.

4.3. Distribution of predicted risk probabilities and threshold-based alerting

Figure 7 presents the distribution of predicted failure risk probabilities generated by the proposed
CNN–BiGRU model. The histogram combined with the probability density curve reveals a strongly
right-skewed distribution, with the majority of predicted probabilities concentrated close to zero. This
pattern is consistent with real-world dam monitoring conditions, where normal operational states
dominate the observed time series.

Figure 7. Distribution of CNN–BiGRU predicted risk probabilities with density estimation and selected decision
thresholds

A secondary concentration of predictions is observed at higher probability values, indicating the
presence of elevated-risk conditions. Although such high-risk predictions occur relatively infrequently,
their clear separation from the dominant low-probability region suggests that the model effectively
captures anomalous temporal dynamics associated with potential structural instability. The low median
probability (0.006) and the small mean value (0.058) further confirm that the CNN–BiGRU model
maintains conservative risk estimates during stable operating periods, thereby reducing the likelihood
of excessive false alarms.

To support operational decision-making, multiple probability thresholds are superimposed on
the distribution. The primary alert threshold was selected as τ = 0.10, corresponding to the optimal
balance between precision and recall achieved during model validation. This relatively low threshold
is intentionally chosen to enhance early warning sensitivity, allowing the detection of emerging risk
patterns at an early stage.

For comparison, higher thresholds (τ = 0.30, 0.50, and 0.70) are also illustrated to demonstrate
their impact on alert strictness. While these thresholds provide increased confidence in detected high-
risk states, they substantially reduce sensitivity to early-stage anomalies. The visualization highlights
the trade-off between early detection and alert reliability, showing that lower thresholds favor proactive
risk awareness, whereas higher thresholds prioritize conservative alerting.
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Overall, Fig. 7 demonstrates that the CNN–BiGRU framework offers a flexible and interpretable
basis for threshold-based early warning, enabling practitioners to adapt alert sensitivity to site-specific
safety requirements and operational risk tolerance.

4.4. Receiver operating characteristic analysis of the CNN–BiGRU model

Figure 8 illustrates the Receiver Operating Characteristic (ROC) curve of the proposed
CNN–BiGRU model, evaluating its discrimination capability across varying decision thresholds. The
ROC curve consistently remains well above the diagonal line corresponding to a random classifier,
indicating strong separability between normal and high-risk dam states.

Figure 8. ROC curve of the CNN–BiGRU model for dam failure risk prediction, demonstrating strong
discrimination capability with an AUC of 0.907 under imbalanced conditions

The model achieves an area under the ROC curve (AUC) of 0.907, which reflects a high level
of overall classification performance under imbalanced conditions. This result demonstrates that the
CNN–BiGRU framework effectively captures discriminative temporal patterns associated with dam
failure risk, even when positive (high-risk) samples are relatively rare.

Notably, the ROC curve exhibits a steep rise at low false positive rates, highlighting the model’s
ability to achieve high true positive rates while maintaining a limited number of false alarms. Such
behavior is particularly desirable for early warning systems, where timely detection of emerging risk
must be balanced against operational stability and alert fatigue.

An optimal operating point is indicated near a low false positive rate, corresponding to
a threshold that maximizes the trade-off between sensitivity and specificity. This confirms that the
proposed model supports flexible threshold selection, enabling risk managers to adapt alerting strategies
to different safety requirements without sacrificing predictive reliability.

4.5. Comparison with baseline models

To further assess the effectiveness of the proposed CNN–BiGRU architecture, its performance
was compared against several widely used baseline approaches: Logistic Regression, Random Forest,
and a standalone GRU model. All models were implemented using the same input features and
evaluated under identical experimental conditions, ensuring consistency in the comparison. The
evaluation was based on standard classification metrics, including accuracy, precision, recall, F1-score,
and ROC–AUC.

Table 1 summarizes the quantitative results.
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Table 1. Performance comparison of baseline models and the proposed CNN–BiGRU framework

Model Accuracy Precision Recall F1-score ROC AUC
Logistic Regression 0.6808 0.5210 0.6307 0.5732 0.6233
Random Forest 0.9412 0.8114 0.6980 0.7503 0.8637
GRU 0.9517 0.8514 0.7239 0.7822 0.8816
CNN–BiGRU 0.9607 0.9014 0.7566 0.8226 0.9071

The proposed CNN–BiGRU model consistently outperforms all baseline approaches across
all metrics. Compared to the best-performing baseline (GRU), the CNN–BiGRU achieves a 5.2 %
relative improvement in F1-score (0.8226 vs. 0.7822) and a 2.9 % relative improvement in ROC
AUC (0.9071 vs. 0.8816). The most notable gain is in precision, which increases from 0.8514 (GRU)
to 0.9014, indicating that the hybrid architecture significantly reduces false alarms while maintaining
high sensitivity.

Logistic Regression yields the lowest scores, which can be attributed to its linear nature
and inability to capture nonlinear interactions inherent in hydrometeorological processes. Random
Forest, while capable of modeling nonlinear relationships, does not explicitly account for temporal
dependencies, which are crucial for time-series data. The standalone GRU model effectively captures
sequential dynamics but lacks the ability to extract localized patterns from multivariate inputs.

The CNN–BiGRU architecture combines convolutional feature extraction with bidirectional
temporal modeling, enabling it to learn both short-term fluctuations and long-range dependencies.
This synergy leads to more reliable identification of complex patterns associated with evolving risk
conditions, particularly under severe class imbalance. The results confirm that the proposed framework
provides a robust and practically meaningful improvement over conventional and single-component
models for dam risk assessment tasks.

5. Discussion

This study proposed a hybrid CNN–BiGRU framework for early warning of dam failure risk
using multivariate hydrometeorological time series under highly imbalanced conditions. The discussion
focuses on the interpretation of the results obtained, the role of temporal–spatial feature learning, the
implications of threshold-based alerting, and the practical relevance of the proposed approach for real-
world dam safety monitoring.

Interpretation of predictive performance under imbalanced conditions

The CNN–BiGRU model achieved strong overall predictive performance, with an accuracy
of 0.9608, an F1-score of 0.8228, and a ROC AUC of 0.9074. More importantly for early warning
applications, the model maintained a favorable balance between precision (0.9006) and recall (0.7574),
indicating that a substantial proportion of high-risk states were correctly identified while limiting false
alarms.

Unlike conventional classification tasks, dam failure prediction prioritizes sensitivity to rare but
critical events rather than maximizing overall accuracy. In this context, the achieved recall demonstrates
that the proposed model is capable of detecting a majority of risk-related conditions, even when such
events represent only a small fraction of the dataset. The relatively high PR AUC value (0.8185)
further confirms that the model performs robustly under severe class imbalance, where precision–recall
characteristics are more informative than ROC metrics alone.

These results indicate that the CNN–BiGRU architecture effectively captures subtle precursory
patterns that precede potential instability, rather than relying on dominant normal-state characteristics.
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Contribution of CNN–BiGRU architecture to risk detection

The strong performance of the proposed framework can be attributed to the complementary
roles of the convolutional and bidirectional recurrent components. The CNN layers efficiently extract
localized temporal patterns and short-term fluctuations in hydrometeorological signals, such as abrupt
water level changes and short-duration volatility bursts. These patterns are often early indicators of
abnormal system behavior that may not be evident in raw time-series data.

The subsequent BiGRU layers enhance the representation by modeling long-range temporal
dependencies in both forward and backward directions. This bidirectional structure allows the model to
contextualize current observations with respect to both preceding and subsequent system states within
each sequence window. Such capability is particularly important in dam monitoring, where instability
often develops gradually and is influenced by cumulative hydrological and meteorological forcing.

The combination of CNN-based feature abstraction and BiGRU-based temporal reasoning
enables the model to learn hierarchical spatio-temporal representations that are well suited for complex,
nonstationary monitoring environments.

Feature importance and physical interpretability

Feature importance analysis provides additional insight into the physical relevance of the learned
representations. The most influential variables were related to water level variability and volatility,
including rolling standard deviation over 12 hours, overall water level volatility, and multi-hour water
level changes. The observed increase in water level variability and short-term fluctuations can be
interpreted as indicators of unstable hydrodynamic regimes. Such behavior may reflect intensified
seepage processes within the dam body, increasing pore water pressure and reducing the effective
stress that contributes to structural stability.

Rapid changes in water level can also lead to transient loading conditions, which impose
additional stress on the dam structure and its foundation. These effects are particularly critical
for embankment dams, where internal erosion, slope instability, and overtopping risks are closely
associated with abrupt hydraulic variations.

From a physical perspective, the identified statistical features therefore capture meaningful
precursors of potentially hazardous conditions. Rather than being purely data-driven artifacts, these
variables reflect underlying hydromechanical processes that are known to contribute to dam instability.

This connection between data-driven indicators and physical mechanisms enhances the
interpretability of the proposed model and supports its applicability in real-world early warning systems.
These features directly reflect dynamic stress conditions acting on the dam structure and are consistent
with known mechanisms of embankment instability.

The prominence of meteorological variables such as wind speed and short-term precipitation
further highlights the interaction between hydraulic loading and external environmental forcing.
Importantly, the model does not rely on a single dominant indicator but instead integrates multiple
correlated signals, suggesting that failure risk emerges from the combined effect of gradual trends and
short-term anomalies.

This alignment between data-driven importance rankings and physical intuition enhances
confidence in the model’s applicability for real-world decision support, addressing a common concern
regarding the interpretability of deep learning models in safety-critical domains.

Threshold selection and early warning implications

A key contribution of this study lies in the explicit treatment of threshold-based alert generation.
The primary decision threshold was set to τ = 0.10, which was selected to optimize the trade-off
between recall and precision during validation. This relatively low threshold reflects the operational
priorities of early warning systems, where missing a true high-risk event is typically more costly than
issuing a limited number of false alerts.
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The probability distribution of model outputs shows a clear separation between dominant low-
risk predictions and a smaller cluster of elevated-risk probabilities. This separation supports the
feasibility of flexible threshold selection depending on safety requirements. Higher thresholds (τ =
= 0.30, 0.50, and 0.70) provide increasingly conservative alerting but may delay detection of early-
stage instability patterns. In contrast, the adopted τ = 0.10 enhances sensitivity to emerging anomalies,
offering valuable lead time for preventive action.

Rather than prescribing a single universal threshold, the proposed framework enables adaptive
alerting strategies that can be tuned to site-specific risk tolerance and operational constraints.

Practical relevance and limitations

The Sardoba case study demonstrates the applicability of the CNN–BiGRU framework to real-
world dam monitoring scenarios characterized by nonstationary behavior, multivariate dependencies,
and severe class imbalance. The results suggest that the proposed approach can complement traditional
monitoring systems by providing probabilistic risk estimates that evolve continuously over time.

Nevertheless, several limitations should be acknowledged. First, the risk labels are derived from
hydrometeorological behavior and proxy indicators rather than direct structural failure measurements,
which may introduce uncertainty in ground truth definition. Second, while the dataset captures rich
temporal dynamics, the model’s performance may vary across different dam types and climatic regimes.
Future work should therefore focus on cross-site validation and the integration of structural health
monitoring data to further enhance robustness.

Despite these limitations, the presented results indicate that hybrid deep learning architectures,
when combined with imbalance-aware evaluation and interpretable thresholding, offer a promising
pathway toward reliable data-driven early warning systems for dam safety.

6. Conclusion

This study presented a deep learning–based early warning framework for dam failure
risk assessment using multivariate hydrometeorological time-series data under highly imbalanced
conditions. By integrating convolutional neural networks with bidirectional gated recurrent units, the
proposed CNN–BiGRU model was specifically designed to capture both short-term anomalies and
long-term temporal dependencies that characterize the early stages of dam instability.

Using a real-world case study of the Sardoba reservoir, the proposed approach demonstrated
strong predictive performance, achieving a ROC AUC of 0.9071, a PR AUC of 0.8185, and an
F1-score of 0.8226, while maintaining a high precision of 0.9014 and a recall of 0.7566. These results
confirm that the model is capable of identifying rare, risk-related conditions without being dominated
by the majority of normal operational states, which is a critical requirement for practical dam safety
applications.

A key contribution of this work lies in the explicit formulation of dam failure risk prediction as
a threshold-based probabilistic early warning problem. By adopting a relatively low decision threshold
(τ = 0.10), the framework prioritizes early detection of emerging instability signals, offering valuable
lead time for preventive intervention. At the same time, the clear separation observed in the predicted
probability distribution allows for flexible adjustment of alert thresholds (e. g., τ = 0.30, 0.50, and 0.70)
to accommodate different operational risk tolerances and safety policies.

Feature importance analysis further demonstrated that the model’s predictions are driven
primarily by physically meaningful indicators, such as water level variability, multi-hour water level
changes, and volatility-related features, complemented by key meteorological drivers. This alignment
between data-driven learning and domain knowledge enhances the interpretability and credibility of
the proposed approach, addressing a common concern in the application of deep learning models to
safety-critical infrastructure monitoring.
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Overall, the findings of this study suggest that hybrid CNN–BiGRU architectures provide an
effective and robust solution for early warning of dam failure risk under real-world monitoring
constraints. The proposed framework is not limited to the Sardoba reservoir and can be readily
adapted to other dams and water infrastructure systems with similar multivariate time-series data
availability. Future research will focus on cross-dam generalization, integration of structural health
monitoring measurements, and the development of adaptive, context-aware thresholding strategies to
further enhance operational reliability and decision support.
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